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Abstract
On-device AI has driven widespread adoption of model quantiza-
tion, converting floating-point parameters to integers for efficient
inference under resource constraints. While quantization main-
tains predictive performance while enhancing computational effi-
ciency and reducing the memory footprint, fundamental questions
remain regarding the impact of this compression on model explain-
ability. Current explainable AI (XAI) methods were developed for
full-precision models, yet their behavior on quantized models re-
mains largely unexplored. This raises critical concerns about the
reliability of explanations in resource-constrained environments
where trust and transparency are equally important as efficiency.
To bridge this gap, our work investigates three key questions: (1)
how XAI algorithms respond to quantization-induced parameter
changes, (2) which quantization components critically impact ex-
planation quality, and (3) whether current methods support trust-
worthy on-device AI deployment. Through preliminary analysis of
Gradient-weighted Class Activation Map (Grad-CAM), Integrated
Gradients (IG), and Layer-wise Relevance Propagation (LRP) on
various quantized models including VGG, ResNet, and MobileNet,
we identify concerning inconsistencies between the explanations
of full-precision models and their quantized counterparts, suggest-
ing the need for quantization-aware explainability frameworks.
This work highlights fundamental challenges at the intersection
of compression and interpretability, arguing that the robustness of
explanations must be an integral design principle for trustworthy
and efficient AI.
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1 Introduction
Model quantization is a critical technique for deploying artificial
intelligence on devices with hardware constraints such as limited
memory, low power, and constrained computing power. It is a
compression method that reduces model capacity by converting
network parameters from floating-point to integer types. The ad-
vantage of quantization lies in its simple scaling approach, making
it easy to implement, though adjusting the bit level of integers in-
volves a trade-off between model size and accuracy. Recent works
demonstrate that even large models such as Large Language Mod-
els (LLMs) and generative models can be implemented with 4-bit
quantization [9].
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However, quantization introduces precision errors due to the
conversion from floating-point to integer values, which involves
rounding and clipping operations. These errors can affect not only
prediction performance but also the overall reliability of the model,
making it crucial to validate their behavior, especially in safety-
critical on-device AI applications.

In this work, we leverage eXplainable AI (XAI) to scrutinize the
reliability of quantized models [6]. By applying attribution methods,
we observe that they can exhibit unfaithful behavior, often focus-
ing on irrelevant input features compared to their full-precision
counterparts. Despite the critical need to understand these phe-
nomena, the underlying reasons why quantization degrades model
explainability have been insufficiently explored by the research
community.

Therefore, we empirically analyze the impact of quantization
on model explainability. Our primary contributions are threefold:
(1) We demonstrate through attribution methods that as quantiza-
tion levels increase, models tend to focus more on irrelevant input
features. (2) We experimentally establish that the magnitude of acti-
vation differences between the original and quantized models does
not directly correlate with the degradation in explanation similar-
ity. (3) We validate these findings using multiple attribution meth-
ods—including Grad-CAM, Integrated Gradients, and LRP—across
a diverse set of architectures, including VGG-16, ResNet-18, and
MobileNetV2.

2 Related work
Impact of Quantization on Explainability. Several studies have

investigated how quantization affects model reliability and explain-
ability. Kerkouri [5] compared Class Activation Maps (CAMs) [18]
across different quantization levels but focused primarily on com-
parative analysis without examining underlying causes. Recent
studies have examined the explainability of quantized LLMs. For
instance,Wang et al. [17] focused onmodel outputs, analyzing coun-
terfactual examples and generating natural language explanations
to understand model behavior. In contrast, Singh and Sajjad [14]
adopted an internal perspective, identifying top-contributing and
dead neurons to analyze the impact of quantization at the neuron
level.

Explainability-guided Quantization forModel Compression. Mean-
while, researchers have also leveraged XAI methods to guide the
quantization process, selectively compressing less critical parts
of a model. A common approach is to use attribution methods to
measure neuron importance. For instance, several works utilize
Layer-wise Relevance Propagation (LRP) [2] to identify less rel-
evant neurons for higher compression [1, 7, 15]. Similarly, Sabih
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et al. [8] employed DeepLIFT [12] to compute importance scores,
allowing them to apply lower-bit quantization to less important
weights while preserving the precision of critical ones.

3 Impact of Quantization on Model
Explainability

3.1 Background
Input attribution methods are a class of techniques in eXplainable
AI (XAI) designed to explain the predictions of a model. They oper-
ate by assigning an importance or relevance score to each feature of
a given input, thereby quantifying the extent to which each feature
contributes to the model’s decision-making process. Mathemati-
cally, consider a model 𝑓 that maps an input x ∈ R𝑑 to an output.
An attribution method, denoted by Φ, is a function that computes
an attribution map𝑀 ∈ R𝑑 for the given model and input:

𝑀 = Φ(𝑓 , x). (1)

This attribution map𝑀 shares the same dimensionality as the input
x and is commonly visualized as a heatmap to provide an intuitive
explanation of the model’s focus (e.g., Figure 1).

3.2 Fidelity of Explanations under Quantization
To quantify the fidelity of explanations generated by quantizedmod-
els relative to their full-precision counterparts, we leverage input
attribution methods. The core of our analysis involves measuring
the similarity between the attribution map from the original model
and that from the quantized version. To conduct a fine-grained
investigation into how quantization affects fidelity at different net-
work depths, we employ a progressive, layer-wise quantization
scheme. Specifically, we define Fidelity as the similarity between
the attribution map from the original full-precision model, 𝑓full, and
that from a model partially quantized up to the 𝑖-th layer, 𝑓quantized,𝑖 :

Fidelity
(
𝑓full, 𝑓quantized,𝑖

)
≜ Similarity

(
Φ(𝑓full, x),Φ(𝑓quantized,𝑖 , x)

)
(2)

We employ a suite of three distinct similarity metrics to ensure
a robust and multi-faceted evaluation: the Pearson Correlation
Coefficient, Cosine Similarity, and the Structural Similarity Index
Measure (SSIM). Let 𝐴 and 𝐵 denote the attribution maps from the
full-precision and quantized models, respectively:

𝐴 = Φ(𝑓full, x), 𝐵 = Φ(𝑓quantized,𝑖 , x). (3)

Pearson Correlation measures the linear relationship between
two attribution maps. It is invariant to scale and location changes,
allowing it to capture overarching structural similarities in the
attribution patterns:

𝜌 (𝐴, 𝐵) =
∑𝑑

𝑗=1 (𝐴 𝑗 − 𝜇𝐴) (𝐵 𝑗 − 𝜇𝐵)√︃∑𝑑
𝑗=1 (𝐴 𝑗 − 𝜇𝐴)2

√︃∑𝑑
𝑗=1 (𝐵 𝑗 − 𝜇𝐵)2

(4)

where 𝜇𝐴 and 𝜇𝐵 are the mean values of maps 𝐴 and 𝐵.
Cosine Similarity measures the cosine of the angle between the

two attribution maps when viewed as high-dimensional vectors.

This metric is insensitive to the magnitude of the attributions, focus-
ing purely on the orientation of the feature importance distribution:

cos(𝐴, 𝐵) = A · B
∥A∥∥B∥ =

∑𝑑
𝑗=1𝐴 𝑗𝐵 𝑗√︃∑𝑑

𝑗=1𝐴
2
𝑗

√︃∑𝑑
𝑗=1 𝐵

2
𝑗

(5)

SSIM is a perceptual metric that assesses the similarity between
two images by considering luminance, contrast, and structure. It is
more sensitive to local changes and aligns more closely with human
visual perception of similarity compared to simpler metrics:

SSIM(𝐴, 𝐵) = (2𝜇𝐴𝜇𝐵 +𝐶1) (2𝜎𝐴𝐵 +𝐶2)
(𝜇2

𝐴
+ 𝜇2

𝐵
+𝐶1) (𝜎2

𝐴
+ 𝜎2

𝐵
+𝐶2)

(6)

where 𝜎2
𝐴
, 𝜎2

𝐵
and 𝜎𝐴𝐵 are the variance of 𝐴, variance of 𝐵, and

their covariance, respectively. 𝐶1 and 𝐶2 are stabilization constants.
By leveraging this multi-dimensional similarity assessment, we
can comprehensively evaluate the impact of quantization on the
reliability of XAI-generated explanations.

3.3 Activation Perturbations from Quantization
Quantization fundamentally alters a model’s parameters by map-
ping them from a continuous floating-point space to a discrete
integer space. This process, which involves rounding and clipping
operations, introduces computational discrepancies that serve as
the primary source of quantization error. During the forward pass,
these parameter-level alterations inevitably propagate through the
network, inducing perturbations in the internal feature representa-
tions, or activations, at each successive layer.

Many attribution methods, including gradient and propagation-
based techniques, rely directly on these internal activations to de-
rive explanations. Consequently, significant perturbations in acti-
vations could potentially alter the final attribution map, thereby
affecting the model’s explainability. To facilitate a rigorous analysis
of this potential relationship in our subsequent experiments, it is
essential to first establish a method for quantifying these perturba-
tions.

Therefore, we define a metric to measure the magnitude of activa-
tion perturbation at each layer i. We compute the Root Mean Square
Error (RMSE) between the activation map from the full-precision
model,𝐴 (𝑖 )

full, and its counterpart from the partially quantized model,
𝐴

(𝑖 )
quantized. We employ RMSE, rather than the 𝑙2-norm, to normal-

ize for the dimensionality of the activation map, ensuring a fair
comparison of perturbation magnitudes across layers of varying
sizes:

Perturbation(𝐴 (𝑖 )
full, 𝐴

(𝑖 )
quantized) ≜

√√√
1
𝑁

𝑁∑︁
𝑗=1

(
𝐴

(𝑖 )
full, 𝑗 −𝐴

(𝑖 )
quantized, 𝑗

)2
(7)

where 𝐴 (𝑖 )
·, 𝑗 is the 𝑗-the element of the flattened activation map at

layer 𝑖 and 𝑁 is the total number of elements in the map.

2



Understanding the Impact of �antization on Model Explainability HCAI Workshop @ CIKM '25, November 14, 2025, Seoul, Republic of Korea

Figure 1: Attribution map comparison across quantization pipeline. From left to right: (1) input image, (2) original 32-bit
model attribution, (3-4) attribution results from the top-2 most critically a�ected layers in 4-bit quantization, and (5) �nal 4-bit
quantized model attribution.

4 Experiments
4.1 Experimental Setup
We conduct comprehensive experiments to evaluate the impact of
quantization on XAI method reliability. Our experimental con�gu-
ration consists of the following components:

Dataset & Model Architecture. We use a subset of 500 validation
images from the ImageNet [3] dataset, covering diverse object cate-
gories to ensure a representative evaluation. We employ VGG-16
[13], ResNet-18 [4] and MobileNetV2 [10] as our base architectures,
chosen for their widespread adoption in on-device AI applications
and its balance between computational e�ciency and accuracy.
These models are pre-trained on ImageNet before quantization.

Quantization Levels. In this study, we evaluate the impact of 4-bit
integer quantization. This level represents an aggressive compres-
sion scheme increasingly relevant for practical on-device deploy-
ments, where the moderate compression o�ered by 8-bit quantiza-
tion is often insu�cient.

Attribution Methods. We assess three representative explainabil-
ity techniques: Grad-CAM [11], Integrated Gradients (IG) [16] and

LRP [2]. These methods cover di�erent explanation paradigms in-
cluding activation-, gradient-, and decomposition-based approaches.

4.2 Qualitative Results
Our qualitative evaluation highlights the signi�cant extent to which
model explainability is degraded by quantization. Figure 1 presents
representative examples showing attribution maps for original full-
precision models compared to quantized counterparts. As illustrated
in the rightmost column of the �gure, the attribution maps from
4-bit quantized models often fail to align with the semantically
relevant features of the input image. We hypothesize that this sub-
stantial decline is attributable to the severe reduction in model
expressivity. Speci�cally, the limited parameter precision funda-
mentally alters the relative di�erences between network weights,
e�ectively collapsing the subtle gradations that attribution methods
rely upon to generate meaningful explanations.

4.3 Layer-wise Impact Results
Our layer-wise analysis of 4-bit quantized VGG-16, ResNet-18, and
MobileNetV2 reveals an important distinction between where acti-
vation errors occur and where they most signi�cantly impact ex-
plainability �delity. Figure 1 visualizes the attribution maps at the
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Figure 2: Explainability �delity and activation perturbation in 4-bit quantized models. Each solid line represents the explain-
ability �delity for an attribution method as quantization progresses layer by layer, while the dashed line indicates the model's
activation perturbation. The results highlight the lack of a direct correlation between the magnitude of activation perturbation
and the degradation in explainability �delity.

top-2 critical layers for each method, the layers where the explain-
ability �delity drops the most. Figure 2 illustrates the progression
of both activation perturbation and explainability �delity as quan-
tization is applied sequentially through the network. The x-axis
denotes this progression, where �delity generally decreases as more
layers are quantized (from left to right). The activation error (red
dashed line) accumulates progressively, with the largest increases
occurring in the deeper layers for ResNet-18 and MobileNetV2 and
in the middle layers for VGG-16.

A key insight from this analysis is the divergence between the
magnitude of activation perturbation and its impact on �delity. The
activation perturbation (red dashed line) accumulates progressively,
with the largest increases occurring in the deeper layers. However,
our results suggest that perturbations originating in early layers
have more profound downstream e�ects on explanation quality.
This cascading e�ect demonstrates that the quantization stage at
which perturbations are introduced is more critical for maintaining
�delity than their �nal magnitude.

Among the tested methods, LRP appears to be the most robust
against quantization. As shown in Figure 2, its explainability �delity
(green solid line) exhibits the least degradation compared to both
Grad-CAM and IG.

4.4 Discussion
Initially, we hypothesized that the degradation in explainability
�delity would directly correlate with the magnitude of activation
perturbation caused by quantization. However, our experimental
results demonstrate that no such direct correlation exists. Instead,
we found that quantization-induced perturbations in early layers
have a disproportionate impact on the �nal explanation quality,
despite their smaller magnitude. This suggests that layer-selective
quantization approaches, preserving higher precision in early layers

while aggressively compressing later ones, could be a viable strategy
for maintaining explainability �delity in on-device deployments.

Future work should investigate how activation perturbations
propagate di�erently across various architectural components. For
instance, in convolutional layers, channel dimensions likely in-
�uence perturbation ampli�cation patterns. Additionally, batch
normalization layers may exhibit varying sensitivity based on their
per-channel scale magnitudes. Understanding these layer-speci�c
dependencies will be essential for developing principled, XAI-aware
quantization strategies.

5 Conclusion
This study presents a systematic evaluation of quantization's impact
on explainability �delity in on-device AI systems. Our layer-wise
analysis uncovers a counterintuitive phenomenon: activation per-
turbations due to quantization in early network layers dispropor-
tionately degrade explainability �delity, while larger perturbations
in deeper layers have a less signi�cant e�ect. This suggests the
quantization stage at which perturbations are introduced is more
critical than their �nal magnitude for maintaining �delity. For on-
device AI deployment, our �ndings advocate for layer-selective
quantization approaches, where early layers are preserved with
higher precision to maintain explainability �delity.
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6 Appendix: Additional Experiments
For completeness, we include comprehensive experimental results
on VGG-16, ResNet-18 and MobileNetV2 demonstrated in Figures 3-
8. Figures 3 and 4 show attribution maps from VGG-16, Figures 5

and 6 shows attribution maps from ResNet-18, and Figures 7 and 8
demonstrate attribution maps from MobileNetV2.

Received 15 September 2025
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Figure 3: Attribution map comparison across quantization pipeline(VGG-16). From left to right: (1) input image, (2) original
32-bit model attribution, (3-4) attribution results from the top-2 most critically a�ected layers in 4-bit quantization, and (5)
�nal 4-bit quantized model attribution.

Figure 4: Attribution map comparison across quantization pipeline(VGG-16). From left to right: (1) input image, (2) original
32-bit model attribution, (3-4) attribution results from the top-2 most critically a�ected layers in 4-bit quantization, and (5)
�nal 4-bit quantized model attribution.
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Figure 5: Attribution map comparison across quantization pipeline(ResNet-18). From left to right: (1) input image, (2) original
32-bit model attribution, (3-4) attribution results from the top-2 most critically a�ected layers in 4-bit quantization, and (5)
�nal 4-bit quantized model attribution.

Figure 6: Attribution map comparison across quantization pipeline(ResNet-18). From left to right: (1) input image, (2) original
32-bit model attribution, (3-4) attribution results from the top-2 most critically a�ected layers in 4-bit quantization, and (5)
�nal 4-bit quantized model attribution.
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